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Abstract
The GODAE project has spanned a decade of rapid technological development.  The ever-increasing volume and diversity of oceanographic data produced by in-situ instruments, remote sensing platforms and computer simulations has driven the development of a number of innovative technologies that are essential for connecting scientists with the data that they need, and for providing visualization and analysis tools. This paper will discuss both the present technologies that are in use within the GODAE community, and emerging technologies that are being employed for the sharing of oceanographic data with other communities.  
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1. Introduction 
The ability to share oceanographic data effectively is central to GODAE’s aim of developing a global ocean forecasting system.  Oceanographic data are highly diverse, covering a broad range of spatial scales and encompassing satellite products, in situ measurements and numerical simulations.  The volume and complexity of these data are also increasing rapidly with the deployment of new ocean observing systems, the increase in resolution of models and the advent of new modelling techniques.  In order to extract the maximum amount of information from these data sources, it has been necessary to develop and deploy a technology platform that allows data to be discovered, shared, visualized and analysed.
The underlying approach to GODAE Data Services is a suite of tools based upon widely-shared standards and protocols.  This agreement upon common approaches allows scientists to use data in a manner that frees them from the necessity to understand the low-level details of file formats, structure or even the physical location of the data.  The notion of hiding complexity is fundamental to the success of a data system that must deal with such large varieties and volumes of data.  This must be balanced against the need to support a very wide range of applications, which requires flexibility.  The GODAE services strike this balance by providing two different ways for the scientist to access and use data: (1) through web portals, which hide the complexity of the data but provide a fixed range of functionality; and (2) by allowing data to be ingested into the scientist’s desktop tool of choice.  These two approaches can work in concert, with the scientist performing preliminary analysis and visualization on the web, then using specialist desktop tools if required to perform further tasks.
This paper will provide an overview of the various technologies that are employed in GODAE to support the effective use of data.  These technologies work together, each solving a different part of the problem.  Section 2 discusses the key technologies, Section 3 describes a case study of how these technologies have been applied in a major European oceanography project and Section 4 describes some emerging technologies that may be employed in future applications that bring oceanographic data to a much wider community of users.
2. Key GODAE technologies
A variety of technologies are required to work together to meet GODAE needs, from data models, file formats and metadata conventions through data transfer protocols to end-user tools.
2.1. Data models, file formats and metadata conventions

A large number of file formats are available for expressing oceanographic data, from free-form, plain-text (ASCII) files to highly-structured binary formats.  Data models (means for structuring data) vary between formats making it difficult to develop tools and applications that work with all formats.  To alleviate this difficulty, the oceanographic community is standardizing around the NetCDF file format
, which provides an array-oriented, binary file format that can contain a wide variety of data types, from in situ measurements to large multidimensional grids of data from numerical models.  The NetCDF format is backed up by high-quality software libraries in a variety of languages, which greatly ease the process of developing applications that consume and produce NetCDF data.  Furthermore, some of these software libraries (e.g. the official Java NetCDF library) are able to read a variety of file formats and interpret them as if they were NetCDF files.  In this way the GODAE community has achieved harmonization of previously-disparate data sets.
NetCDF provides a simple, discipline-neutral data model that encompasses multidimensional arrays and their attributes.  The Climate and Forecast (CF) conventions
 provide the additional semantics needed to encode oceanographic data (and data from other disciplines) in NetCDF format.  These conventions are currently focussed on the description of gridded data from numerical models or analysed satellite products.  They provide a means to describe the grid on which the data are expressed, together with a suite of “standard names” that are used to identify what the data represent (e.g. “sea_water_potential_temperature”).
The NetCDF file format and the CF conventions (known hereafter as “CF-NetCDF”) have provided an effective means of encoding oceanographic data.  A number of tools for oceanographic data analysis and visualization have been developed on top of these technologies, including the Live Access Server (Section 2.3 below, (Schweitzer et al., 2007),  Ferret
 (Hankin et al., 1996), CDAT
, Ocean Data View
, Ingrid
, GrADS
, Godiva2 (Blower et al., 2008) and DChart
.  Although CF-NetCDF has mainly been used to describe gridded data (e.g. from numerical models or satellites), the use of CF-NetCDF as a standard for encoding in situ measurements is rapidly gaining acceptance.  Within the moored data community
, the underway ship observations community
 and the ocean profiler community (Gould, 2005) standards that are based upon CF are nearing completion.  These standards build upon CF by adding the additional metadata needed to describe the specific measurements.  The resulting files are fully CF-compliant (a superset of the CF contents) and can be read by a number of generic CF-compliant applications.  Note, though, that such files can describe only a single observation event - a single time series, profile or ship track.  No widely agreed upon standards exist as yet to describe collections of observations.
2.2. Accessing data over the internet using OPeNDAP
When a scientist wishes to access an oceanographic dataset (for example, a multi-decadal ocean reanalysis), he or she may not require the entire dataset, which may be hundreds of gigabytes or even terabytes in size.  Furthermore, it is often not desirable to regard the dataset as a large set of files: the scientist may prefer to regard the dataset as one large four-dimensional dataset.  The OPeNDAP protocol
 is a means for accessing data that reside on a remote server, and ingesting subsets of the data into the scientist’s tool of choice.  OPeNDAP allows timeseries of data to be aggregated into “virtual datasets” that can be accessed over the Internet in the same way as if the user held the entire four-dimensional dataset on his or her own computer.  The user can very easily extract specific parameters from the remote dataset and can also extract subsets in space and time.

Although first implemented in 1995 (as part of the development of DODS, the Distributed Oceanographic Data System), the fundamental structure of the underlying protocol (the Data Access Protocol, DAP) has changed little in the intervening 13 years. This has resulted in a robust protocol with implementations in multiple programming languages (C++, C, Java and Python) that is in wide use in oceanography and meteorology today.  The DAP’s data model is sufficiently flexible that it has been possible to represent all oceanographic data types encountered to date. The rigidity together with the comprehensive nature of the DAP means that one can readily map data from one representation to another; e.g., from netCDF to the DAP. To date servers for a number of commonly-used data formats – netCDF, HDF4, HDF5, GRIB-1, GRIB-2, BUFR, etc. – have been built. To serve data stored in one of these formats, the data provider simply needs to install the appropriate OPeNDAP server and a web server.

There is a very close relationship between the NetCDF file format (Section 2.1 above) and OPeNDAP.  They share a very similar data model and so it is possible to transmit NetCDF data via OPeNDAP with (very nearly) no loss of information.  Many end-user tools treat locally-held NetCDF data in exactly the same way as remotely-held data on an OPeNDAP server, providing the scientist with the capability to analyse and visualize huge quantities of distributed data. 
So what does all this mean? A user, whose application package has been OPeNDAP enabled, can request a subset of data from an OPeNDAP server through a URL (web address) that specifies the location of the server, the location of the data at the server and the desired subset of data. The server then extracts the subset, converts it to the OPeNDAP data model, compresses the resulting data stream and sends it to the user. The client decompresses the data, translates them into a form understood by the user’s application and loads the data into user’s application. The format in which the data are stored is hidden from the user and only the subset of data of interest to the user is delivered to the user’s application. This often results in a dramatic reduction in the amount of data moved over the network and in the volume of data that the user must deal with on his or her computer. 

Importantly, these requests may be automated. For example, user requests for analysis products via the LAS (Section 2.3 below) often result in several OPeNDAP requests for the data needed to meet the request. These requests and especially the complexity of the requesting URL are hidden from the user. Scripted requests are quite typical with a number of commonly used analysis packages such as Ferret, GrADS and more recently the Matlab OPeNDAP Ocean Toolbox
.
The Matlab OPeNDAP Ocean Toolbox is an example of an interface that dramatically facilitates access to a number of prominent satellite-derived ocean data sets, which are often held in large, complex archives. The package works from within Matlab, which is a very popular tool amongst ocean scientists. The toolbox consists of a suite of Graphical User Interfaces (GUIs), one for each data set or collection of similar data sets at a given site. Each GUI allows the user to select the dataset and variable of interest, the spatio-temporal subset and the desired output format (Figure 1). All GUIs can provide data in a common structure, which allows the user to develop Matlab scripts that can be used with the output of any of the GUIs. The routines behind the GUIs can be called from batch scripts that require no user interaction, enabling the automated analysis of large datasets.  The toolbox takes the use of OPeNDAP a step beyond simply isolating the user from the format in which the data were stored; it also isolates the user from the structure in which the data were stored greatly facilitating the use of the data.
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Figure 1: Example of a Graphical User Interface in the Matlab OPeNDAP Ocean Toolbox for model output from the HYCOM consortium.  Left, the GUI.  Right, the GUI annotated by selection region.
2.3. The Live Access Server
The foundation of GODAE data management planning from its earliest days in 2002, included the use of OPeNDAP (Section 2.2 above) for access to distributed datasets and the use of the Live Access Server
 (LAS, (Schweitzer et al., 2007) to generate products (maps and scientific graphics, tables and data subsets) and to perform intercomparison (regridding and differencing) between those datasets. 
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Figure 2: A montage showing some basic LAS output products
LAS is a work flow engine that creates useful products (e.g. scientific graphics) in response to requests from user interfaces.  The LAS workflow engine can read data from various data sources and direct that data into various product-generating applications.  The distributed data sources that LAS supports include local netCDF, ASCII and IEEE binary files, remote OPeNDAP servers, SQL databases, and a range of remote in-situ data streams via the ERDDAP
 profile of OPeNDAP.  The list of applications that LAS can utilize for product generation is open-ended, but the most commonly utilized are Ferret, CDAT, and NetCDF Operators
.   Any application that can be controlled from a UNIX command line is a candidate for straight forward integration into LAS.

The most basic of LAS output products are custom scientific visualization along all principal planes and axes: maps, time series, vertical sections and profiles, and Hofmuller (space-time) contour plots.  Figure 3 shows a montage of such outputs.  All products are created on-the-fly to the user’s precise specifications of region, contour levels, scaling, colour palettes and other graphical styling issues. Latitude-longitude plots can be viewed on Google Earth®, from which the user can retrieve vertical profiles and time series plots by clicking on markers on the globe. LAS can also deliver subsets of data as CF-NetCDF files, IEEE binary and ASCII.  The LAS animation viewer (not shown) allows users to view maps, sections and profiles, as time-animations. 

The ability to intercompare fields – both by visual inspection and by computation of an anomaly field – is a fundamental requirement to support the GODAE effort.  LAS offers two tools for this purpose: a “SlideSorter” (Figure 3) for the inter-comparison of fields within a single model output (or ensemble); and a regridding-and-differencing capability that can compare fields between model outputs hosted by separate institutions. 
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Figure 3: A SlideSorter comparing January sea surface temperature fields of the SODA-POP model

LAS makes it easy to segue from simple analysis and visualization performed within a Web browser to advanced custom analysis using desktop applications such as Matlab® or Ferret.  From an LAS session a user may request a script for his or her application of choice.  The script references the data as an OPeNDAP URL, allowing the scientist to continue working at the precise region, time and parameter(s) currently displayed in LAS.

The complexity of analysis and visualization for earth system model outputs has greatly increased with modern coordinate systems such as the tri-polar and cube-sphere grids.  Recent versions of LAS address this complexity with “server-side analysis” capabilities.  A companion Web server called F-TDS
 performs regridding and averaging on the server so that clients can “see” the data as simple lat-long grids and download greatly reduced volumes of data.  Future F-TDS servers will use the “fregrid”
 application under development at NOAA/GFDL.
3. Case study: the MERSEA system

The core technologies of CF-NetCDF, OPeNDAP and LAS have been applied in a number of projects related to GODAE.  This section describes the particular case study of the MERSEA project (Marine EnviRonment and Security for the European Area, (Loubrieu et al., 2008).
3.1. MERSEA Project context

MERSEA aims to develop a European system for operational monitoring and forecasting on global and regional scales of the ocean physics, biogeochemistry and ecosystems. The prediction time scales of interest extend from days to months. The intended users of the MERSEA system are customers in industry and government agencies in fields such as ship routing, oil spill monitoring, off-shore industry, fisheries and marine search-and-rescue.  MERSEA is a research and development project and a new European project will soon start to take MERSEA technologies further into an operational arena (Section 3.4 below).
The data providers and forecasting centres composing the integrated system are based in a number of European countries and have been organized in 8 ThEmatic Portals (TEP), for upstream data management: in-situ and remote sensing observations and atmosphere forcing fields and for monitoring and forecasting on global and regional (Arctic, Baltic, North-East Atlantic and Mediterranean sea) scales.  An information system has been set up so that these TEPs are federated in a single production system, which is seen as one by the users.

3.2. Services provided

The services provided by the information system allow users to discover, preview and download data.  The discovery service is accessed through a web portal showing descriptions of all the ocean products processed by the MERSEA system. Each product description includes links to preview and download the data.  Products are described in an international standard format (defined by ISO19115), ensuring interoperability with third-party systems.
The preview service (Figure 4) is provided by two web portals which fulfil two different sets of requirements. The first, called MIV (MERSEA Integrated Viewing) displays ocean data on the agreed areas of responsibility of each global and regional TEP as pre-generated images. The observations, analysis and forecasts of the core ocean parameters (sea water temperature and salinity, currents, sea level, mixed layer depth) are available in maps and vertical cross sections with harmonized colour palette.  The MIV is the official MERSEA visualization system and is the “front window” for the data system.  The second portal, called DQV for Dynamic Quick View, is a more experimental viewing system that uses dynamic web technology and a standards-compliant Web Map Service (see Section 4 below) to provide an interactive and customizable view on many ocean products on their full extent (Blower et al., 2008). For each product, the user can choose any parameter, any time, any depth level and, then zoom, pan and customize the colour palette to highlight the ocean feature of interest.
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Figure 4: MERSEA data previewing services.  Left: MERSEA Integrated Viewing (MIV).  Right: Dynamic Quick View (DQV)
The user can download the ocean products through a single interface implemented in a desktop graphic application (Figure 5). The user can browse and search the datasets provided by the different TEPs. The datasets can then be subsetted according the spatio-temporal criteria, and saved locally as NetCDF files. Command-line access is provided to automate data downloads in batch scripts.  The MERSEA download client accesses data through OPeNDAP servers at the various TEPs.
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Figure 5: The MERSEA data downloading application
3.3. Underlying technologies

The underlying distributed architecture is composed, on one hand, with front-end services which implement the portals and federates the TEPs in single access points for discovery, preview and download (described above).  On the other hand, for scalability purpose and for interoperability with other communities or systems, standard back-end services have been set up so that TEPs provides direct access to the metadata, preview and data of their ocean products.

The data access back-end service provides data through two separate methods: it delivers data as CF-NetCDF files through FTP and also through OPeNDAP, employing the THREDDS Data Server
.  In order to discover data, a search engine has been developed that indexes the data holdings of all the THREDDS servers in the MERSEA system.  The MERSEA data downloading system and both the MIV and DQV preview systems all use OPeNDAP to access data from the various TEPs.
The viewing back-end service (which serves the DQV previewing system) is provided as a standards-compliant Web Map Service (WMS
: see Section 4 below).  The WMS implementation used
 is specifically designed to serve images generated from CF-NetCDF data, and implements a number of “extensions” to the WMS protocol to support the particular needs of the ocean community.
The discovery back-end service employs a centralized database of metadata, which collects together the ISO19115 metadata from the TEPs.   The content of the database is also used for monitoring the system and fulfil the operational requirements.  The system monitor checks on a real-time basis the availability and timeliness of the distributed datasets.  Real-time dash boards are computed and performance reports can be processed off-line.

3.4. Moving into a production system: MyOcean
MyOcean (also known as “Marine Core Services”) is a project, scheduled to start in 2009, that will build on the MERSEA project to provide a truly operational system for accessing oceanographic data from all over Europe.  Central to the MyOcean architecture will be an Information System (Blanc, 2008).  Users will interact with this information system through a Service Desk and commitments to users will be formalized through Service Level Agreements.  Production Units (i.e. data providers) will register their data holdings and will commit to Operational Level Agreements.  The proposed MyOcean system is summarized in Figure 6. 
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Figure 6: Layered pyramid illustrating the relationships between data providers ("Production Units"), the Information System, the Service Desk and end users in the proposed MyOcean system.

The “customers” of the MyOcean system will be varied, and will include commercial users of ocean data.  Therefore it is intended that MyOcean will support a range of secure data delivery techniques, including sFTP and secure OPeNDAP.  The addition of a security layer to OPeNDAP is a recent area of research, involving the need to track users and use encrypted data streams in a way that uses existing GODAE technology.
4. Emerging technologies: sharing ocean data with the wider community
The technologies described above are primarily aimed at ocean scientists and other domain experts.  It is becoming increasingly important to disseminate ocean data to users outside the scientific community.  Ocean data is valuable to many decision-makers in government and industry for applications such as offshore construction, energy generation, fisheries management, oil spill mitigation and search-and-rescue.  These applications require ocean data to be combined with information from many other sources, including weather forecasts, satellite imagery and the locations of offshore assets.  Users in these fields are generally not familiar with most of the technologies that have so far been applied in GODAE.
The common thread connecting marine data with the other data sources mentioned above is their geospatial nature: that is to say, all data are geographically referenced to the globe.  Geographic Information Systems (GIS) are promising candidates for providing tools to allow users to integrate these data sets; indeed, many of the decision-makers in the above cases use GIS tools extensively.  Although GIS systems have historically been vendor-specific and mutually incompatible, a new era of “Open GIS” is now upon us, with major technology vendors, researchers and users collaborating to define new standards under the banner of the Open Geospatial Consortium (OGC
).  The European INSPIRE
 directive, now in force, mandates the use of some of these standards for providing “discovery”, “view” and “download” services for accessing geospatial data from European public bodies.
A key area of current research in marine informatics, therefore, is the development of technologies that allow ocean data to be disseminated through OGC standard data formats and Internet protocols.  If successful, this research will lead to the establishment of an open, global platform for exchanging data, enabling many new and exciting interdisciplinary applications to be developed at low cost.  In the GODAE community, many groups have made first steps towards delivering data through OGC-compatible services.  In particular, both the Live Access Server (Mak et al., 2007) and the MERSEA Dynamic Quick View system (Blower et al., 2008) provide access to ocean data imagery through the OGC Web Map Service protocol, and the THREDDS Data Server will soon share this capability.  The LAS and the THREDDS Data Server both allow access to data through the Web Coverage Service protocol
.

There are, however, a number of substantial technological barriers to be overcome before the vision of harmonization between the ocean science and GIS communities can be realized fully.  GIS technologies have historically been focussed on applications concerning the land surface, which has guided the evolution of GIS towards a two-dimensional (map-oriented) view of the world.  By contrast, the oceans are rapidly-evolving three-dimensional entities, requiring a four-dimensional world view (three spatial dimensions and time).  Furthermore, the requirements of the ocean community are themselves evolving very rapidly, notably in the increasing use of specialized numerical grids (e.g. the tripolar grid used in the NEMO ocean model
) and adaptive meshes (i.e. ones that evolve in response to the ocean circulation).  It is likely to be several years before the OGC standards, protocols and tools develop to the point at which these complex datasets can be handled adequately.
5. Conclusions

The GODAE data systems have provided scientists with the ability to access analyse and visualize oceanographic data from all over the world, using a variety of approaches from web interfaces to desktop problem-solving environments.  The success of the systems has depended on the agreement upon common standards and the development of a stable base of tools and services for handling oceanographic data.  The community now faces great challenges to continue to meet the changing needs of the scientific community.  Particular challenges include extending the current technologies to encompass in situ data and irregular numerical meshes, the development of global catalogues for discovering data and the adoption of GIS standards for sharing data with other communities.  An “ecosystem” of tools and services will be required to satisfy different types of user.  Although scientists usually require access to ocean data in all its complexity, this is not always true of users outside the scientific community.  We envisage that community-specific technologies (e.g. CF-NetCDF and OPeNDAP) will continue exist alongside more general-purpose GIS technologies, rather than being replaced by them.  The next few years will be very important in the history of these new technologies.
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� � HYPERLINK "http://www.epic.noaa.gov/epic/software/dchart/" ��http://www.epic.noaa.gov/epic/software/dchart/�


� � HYPERLINK "http://www.oceansites.org/" ��http://www.oceansites.org/�


� � HYPERLINK "http://www.ifremer.fr/gosud/" ��http://www.ifremer.fr/gosud/�, � HYPERLINK "http://samos.coaps.fsu.edu/html/" ��http://samos.coaps.fsu.edu/html/�


� � HYPERLINK "http://www.opendap.org" ��http://www.opendap.org�


� �HYPERLINK "http://oceanographicdata.org/toolbox"��http://oceanographicdata.org/toolbox�


� � HYPERLINK "http://ferret.pmel.noaa.gov/LAS" ��http://ferret.pmel.noaa.gov/LAS�


� � HYPERLINK "http://coastwatch.pfel.noaa.gov/erddap/index.html" ��http://coastwatch.pfel.noaa.gov/erddap/index.html�


� � HYPERLINK "http://nco.sourceforge.net" ��http://nco.sourceforge.net�


� � HYPERLINK "http://ferret.pmel.noaa.gov/LAS/documentation/the-ferret-thredds-data-server-f-tds" ��http://ferret.pmel.noaa.gov/LAS/documentation/the-ferret-thredds-data-server-f-tds� 


� http://www.gfdl.noaa.gov/~vb/grids/gridspec-tools.html


� � HYPERLINK "http://www.unidata.ucar.edu/projects/THREDDS/" ��http://www.unidata.ucar.edu/projects/THREDDS/�


� � HYPERLINK "http://www.opengeospatial.org/standards/wms" ��http://www.opengeospatial.org/standards/wms�


� � HYPERLINK "http://ncwms.sf.net" ��http://ncwms.sf.net�


� � HYPERLINK "http://www.opengeospatial.org" ��http://www.opengeospatial.org�


� INSPIRE (INfrastructure for SPatial InfoRmation in Europe initiative, � HYPERLINK "http://inspire.jrc.it" ��http://inspire.jrc.it�) lays down general rules for the establishment of an infrastructure for spatial information in Europe, for the purposes of environmental policies and policies or activities which may have a direct or indirect impact on the environment.


� � HYPERLINK "http://www.opengeospatial.org/standards/wcs" ��http://www.opengeospatial.org/standards/wcs�


� � HYPERLINK "http://www.nemo-ocean.eu/" ��http://www.nemo-ocean.eu/�





